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Abstract—Limited number of DSP48 blocks versus abun-
dant LUTs constrains the throughput of FPGA-based con-
stant matrix—vector multiplications (MVM). We exploit Lin-
ear Computation-Coding (LCC) to build multiplier-less, deeply
pipelined adder graphs on LUTs and combine it with a
DSP-mapped HLS datapath via a pragmatic column-split par-
tition. This hybrid mapping achieves balanced DSP and LUT
utilization without sacrificing throughput, resulting in a scalable,
high-performance MVM on FPGAs.

I. INTRODUCTION

Conventional FPGA accelerators map multiplications to
dedicated DSP48 blocks; however, DSP resources are limited
and soon become the bottleneck. Once DSPs are saturated,
HLS tools may map remaining operations onto LUTs, but
this fallback decreases the throughput. Consequently, when
constrained to DSPs, designs either under-utilize LUT re-
sources or fail to achieve performance gains when spilling

The LCC path uses a dataflow architecture with deeply
pipelined, LUT-based adder graphs optimized for high-
throughput streaming. On the other hand, all multiplications
are explicitly mapped to DSP blocks in the HLS path to
isolate and analyze throughput scaling under DSP resource
constraints. Standard HLS pragmas are used for pipelining and
parallelism in this path. Since both sub-blocks operate at the
same clock frequency, the sustained throughput is limited by
the slower path, i.e., Thy, = min(Ticc, Tais)-

ITII. EXPERIMENTAL SETUP AND EVALUATION

All implementations are synthesized and analyzed on Virtex
UltraScale XCVU095 FPGA. To study the effect of hybrid
partitioning, the column-wise split ratio is varied between
the LCC and HLS datapaths. Results show that the LCC
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To address this, we propose a column-wise hybrid partition- 400 *
ing that combines a DSP-mapped HLS datapath with an LUT-

based LCC datapath. The suggested approach maintains high
throughput while achieving balanced utilization of DSPs and
LUTs by dividing the computation between both resources.
This makes it possible to create scalable MVMs that better
exploit the full computational capacity of modern FPGAs.

II. OUR IMPLEMENTATION AND METHODOLOGY

A column-split hybrid approach is proposed that com-
bines a revising codebook LCC-based [1] path with a DSP-
mapped HLS datapath. We consider matrix—vector multipli-
cation y = Wx with W € ZV*N a constant matrix. The
matrix is partitioned column-wise as W = [Wrce Wayrs],
where Wice € ZN*Fice and Wy € ZN*Kus with
Kicc + Kyis = N. A fraction @ = Kjcc/N is assigned
to the LCC datapath and (1 — «) to the HLS datapath. For
clarity, « is referred to as the split ratio and is reported in
normalized form as the HLS share, defined as 100 x Kprs/N.
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Fig. 1. Resource and throughput variation for HLS and LCC over split ratios

datapath outperforms the HLS datapath for every column-split
ratio; as the HLS portion grows, hybrid throughput falls and
eventually matches the HLS-only value. Figure 1 reveals the
complementary resource trends for a 64 x 64 matrix: DSP
usage rises sharply and saturates with increasing HLS share,
while LUT/CARRY8 consumption stays low; conversely, LUT
and carry-chain usage increase as more columns are mapped to
LCC datapath. When LCC and HLS datapaths are integrated
into a single top-level design, post-route timing meets the
target clock with only ~ 5% reduction in fn., relative to
the pure HLS-DSP implementation.
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